
(appeared inProceedings ICCV ’98, pp. 113-119)

Deformable Model-Based Shape and Motion Analysis
from Images using Motion Residual Error

Douglas DeCarlo and Dimitris Metaxas
Department of Computer & Information Science, University of Pennsylvania, Philadelphia PA 19104-6389

dmd@gradient.cis.upenn.edu, dnm@central.cis.upenn.edu

Abstract
We present a novel method for the shape and motion

estimation of a deformable model using error residuals
from model-based motion analysis. The motion of the
model is first estimated using a model-based least squares
method. Using the residuals from the least squares so-
lution, the non-rigid structure of the model can be better
estimated by computing how changes in the shape of the
model affect its motion parameterization. This method is
implemented as a component in a deformable model-based
framework that uses optical flow information and edges.
This general model-based framework is applied to human
face shape and motion estimation. We present experiments
that demonstrate that this framework is a considerable im-
provement over a framework that uses only optical flow
information and edges.

1 Introduction
In this paper we develop a new robust approach to the

problem of shape and motion from non-rigid motion using
deformable models. The starting point for our method is an
intuitive distinction between shape and motion. Our model
has motion parameters, which describe both rigid and non-
rigid motions. The model also has shape parameters, which
describe the basic underlying shape of the model. The pur-
pose of this distinction is to reduce the number of motion
parameters. The shape parameters represent static quanti-
ties whose true values are fixed. The motion parameters
are dynamic quantities, whose true values change with the
motion of the observed subject. After a short period of
time, the values of the shape parameters are established,
resulting in a smaller sized estimation problem in the long
term. This distinction leads us to develop a method where
changes in the image are initially attributed entirely to mo-
tion, but then the error in the reconstructed motion is used
to more accurately extract both shape and motion parame-
ters of the object being tracked.

There is a good deal of work addressing the problem
of shape estimation from motion, most of which has as-
sumed a rigid shape. In tracking deformable objects, struc-
ture has been estimated from non-rigid motion where the
input was either range data [1, 6, 10, 11, 14] or image data
[7, 8, 12, 17]. In particular, Koch [8] describes a model-
based framework which uses optical flow information to
estimate the rigid translation and rotation of a moving face,

and adapts the shape of the face to account for the motion
discrepancy. None of these approaches use tracking error
residuals to improve shape and motion estimates.

Our new formulation is used in concert with the method
described by DeCarlo and Metaxas [3] to simultaneously
update the shape and motion of a face. In [3], optical flow
provides a dynamic velocity constraint on the deformable
model. This results in a model-based least squares solution
to optical flow, which is related to methods described by
Black and Yacoob [2] and Li, et al. [9]. The optical flow
constraints are used to estimate both the rigid and non-rigid
motion of a human face—head motion and facial expres-
sions, but not the underlying face shape. Edges are also
used in motion estimation to combat tracking error accu-
mulation.

In this paper, we extend this framework so that the face
shape is updated also based on the optical flow informa-
tion. Derivatives of the model Jacobian (second deriva-
tives of the model) determine how changes in the parame-
ters of the model affect its motion parameterization. Us-
ing these derivatives in a truncated Taylor series expan-
sion, the model parameters (both shape and motion) are
refined by minimizing the residuals from the model-based
motion computation. This method simultaneously corrects
the shape and motion parameters for each image frame.

For every image in the sequence, we first solve a model-
based least squares optical flow solution [3], which de-
termines the motion parameters. Then, the residual from
this computation determines the error in the model param-
eters using another least squares process, which adjusts the
shape and motion parameters of the model.

This approach allows a more accurate extraction of the
shape and motion. The estimation framework presented in
[3] extracted the basic shape of the face using only edge
information. Edge information is not always adequate due
to poor illumination and self-occlusion. This may result
in inaccurate estimation of the basic shape, which can in
turn cause error in the motion estimation. This approach
also differs from other model-based shape and motion es-
timation methods [8] where optical flow information was
used to directly improve the shape, leading to potentially
large shape estimation errors. Our method does not require
the extraction of tracked features, but instead uses motion
information–in this case, optical flow information. Shape
and motion are extracted simultaneously.



We demonstrate our methodology in facial shape and
motion estimation: an application area possessing a rea-
sonably clear separation between shape and motion param-
eters. In fact, this division is often built into face models
[2, 9, 12, 17] to simplify model construction or estima-
tion, while Reynard, et al. [16] use this separation to permit
learning the variability of motions for a class of objects.

In this paper, we first give a brief review of the model-
based optical flow framework and face model presented in
[3]. We then describe how this framework is augmented
with a shape and motion refinement computation. We
present experiments that extract the shape of the face, and
track its motion, in the presence of large head rotations and
expressions. We compare the results of these experiments
to those that use the framework demonstrated in [3]. The
shape from motion approach shows a significant improve-
ment in the estimation of face shape.

2 Model description and framework
The shapesof a deformable model is parameterized by

a vector of valuesq and is defined over a domainΩ which
can be used to identify specific points on the model. The
shapes(u;qs) with u 2Ω and parametersqs, is allowed to
translate and rotate so that a point on the model is given
by:

x(u) = c+Rs(u;qs) ; (1)

where the model parametersq = (q>c ;q>θ ;q>s )
>. qc = c is

the translation, andqθ is the quaternion that specifies the
rotation matrixR. For conciseness, the dependency ofx on
q is not always written.

To distinguish the processes of shape estimation and
motion tracking, the parameters inq are rearranged and
separated intoqb, which describe the basic shape of the
object, and intoqm, which describe its motion (both rigid
and non-rigid), so thatq = (q>b ;q>m)

>. This distinction be-
tween shape and motion parameters is necessary to con-
sider during the construction of a shape model, and allows
for the more effective estimation of shape and motion.
2.1 Face model description

For the applications in this paper, the shape model used
is the deformable face model described in [3], and is shown
in Figure 1. It is a three-dimensional polygon mesh, shown
in Figure 1(b), whose geometry is controlled using a man-
ually constructed sequence of parameterized deformations,
which include localized scaling and bending operations.
The parameterization of the model is based on data gath-
ered in face anthropometry studies [4], which ensures that
the model is capable of representing a wide variety of
faces.

The shape of the face model (in rest position) is formed
using a set of parameterized deformations specified by the
shapeparametersqb. Results of applying some of the
deformations that affect the nose are displayed in Fig-
ure 2. Also included inqb are parameters which spec-
ify the appearance of facial expressions, calledexpression-

(a) (b)

Figure 1: The deformable face model

Figure 2: Example nose shape deformations

shapeparameters—these parameters do not change the un-
derlying face shape, but rather change the appearance of
a particular facial expression. These parameters abstract
information related to facial muscle placement. Figure 3
contains examples of varying expression-shape parameters
that specify how a particular individual smiles. Figure 3(a)
shows the model in its rest state (not smiling), while (b)
and (c) contain differently shaped smiles. The smile in Fig-
ure 3(c) is more curved (like the Cheshire cat’s) by varying
some of the expression-shape parameters. In total (both
shape and expression-shape parameters),qb contains ap-
proximately 100 parameters.

The motion of the face model, which includes rigid head
motions (specified byqc andqθ) as well as non-rigid facial
expressions, uses a separate set of deformations specified
by themotionparametersqm. Figure 4 shows example de-
formations performed by these parameters. The model is
shown with the mouth open in Figure 4(a), smiling in (b),
raising eyebrows in (c) and frowning eyebrows in (d). In
total, qm contains 15 rigid and non-rigid motion parame-
ters.

The partition ofq into qb andqm can also be viewed an-
other way–the parameters inqb are astaticquantity for a
particular individual, and specify what a person looks like
and how their facial expressions appear. The parameters
in qm are adynamicquantity, which change when a sub-
ject moves their head, opens their mouth, or makes a facial
expression. The goal of a shape and motion estimation pro-
cess is to recover the value ofq from a sequence of frames.

(a) (b) (c)

Figure 3: Example smile expression-shape deformations



(a) (b) (c) (d)

Figure 4: Face motion and expression deformations; (a)
open mouth, (b) smile (c) raise brows (d) frown brows

During estimation, the change inqb should tend to zero as
the shape of the face is established. Once this occurs, fit-
ting need only continue forqm. For reasons of efficiency,
it is in our best interest to include as many parameters as
possible inqb.
2.2 Deformable model dynamics

Estimation of the model parametersq is based on first
order Lagrangian dynamics [10]. As the model changes,
velocities of points on the three-dimensional modelx are
given by:

ẋ(u) = L(u;q)q̇ (2)

whereL = ∂x=∂q is the model Jacobian [10]. Note that the
dependency ofL onq is not always written, for reasons of
conciseness.

For computations using image information,L must take
the camera projection into account [3]. In this case, the
two-dimensional modelxp includes a perspective projec-
tion, and has a corresponding projected JacobianL p related
by:

ẋp(u) = L p(u;q)q̇ (3)

As is often the case in a deformable model framework
in a vision application, the dynamic equations of motion
[10] of the model are simplified to obtain:

q̇ = fq ; fq =

Z
L(u)>f(u)du : (4)

Using L , the three-dimensional applied forcesf are con-
verted to generalized forces which act onq and are inte-
grated over the model to find the total (generalized) pa-
rameter forcefq. The distribution of forces on the model is
based in part on forces computed from the edges of an in-
put image. The equations of motion (4) are integrated over
time to estimateq from a sequence of images.

In addition to this, a model-based motion computation
can be used [3, 9]. We are assuming here that this motion
is expressed by an over-determined linear system:

Aq̇+b = 0 (5)

where the matrixA and vectorb can depend on both the
model and the data. For example, optical flow information
in the form of (5) constrained the velocity of the model
(4) in [3] to produce a model-based least-squares motion
computation; this framework is detailed in the next section.

2.3 Motion estimation using optical flow
The integration of optical flow into a deformable model

formulation was presented in [3], and is briefly reviewed
here. The optical flow constraint equation, which expresses
a constraint on the optical flow image velocities, is refor-
mulated as a system of dynamic constraints onq̇, the de-
formable model velocity.

The optical flow constraint equation at a pixeli in the
image I has the form [5]

∇Ii

�
ui
vi

�
+ Iti = 0 (6)

where∇I = [Ix Iy] are the spatial derivatives and It is the
time derivative of the image intensity.ui and vi are the
components of the optical flow velocities.

In a model based approach,ui andvi areidentifiedwith
the components of the projected model velocitiesẋp(ui).
It is important, however, that a distinction is made between
the shape parametersqb and the motion parametersqm.
Any observed motion is caused by dynamic changes in the
true value ofqm. The true value ofqb is a static quantity—
the meaning ofq̇b comes from the analogy of physics,
where the value ofqb improves over the course of fitting
(over time). Hence, the optical flow velocities are identi-
fied with the portion oḟxp that corresponds to changes in
qm: �

ui
vi

�
= ẋp(ui) = Lmp(ui)q̇m : (7)

whereL p =
�
Lbp Lmp

�
is the projected model Jacobian

that has been split into blocks corresponding toqb andqm.
The constraint equation for the optical flow at a pointi

in the image can be found by rewriting (6) using (7):

∇IiLmp(ui)q̇m+ Iti = 0 (8)

Instead of using this constraint at every pixel in the image,
m pixels are carefully selected from the input image [3]
(wherem� dimqm). For themchosen pixels in the image,
the system of equations based on (8) becomes:

2
64

∇I1Lmp(u1)
...

∇ImLmp(um)

3
75 q̇m+

2
64

It1
...

Itm

3
75= 0 (9)

which can be written compactly as

Bmq̇m+ I t = 0 ; (10)

which is simply an instance of (5). This produces a con-
straint on the dynamic equations of motion (4), which has
the linear least-squares solution:

q̇m =�B+mI t (11)

whereB+m is the pseudo-inverse ofBm.



2.4 Shape and motion estimation
This section describes our new technique for non-rigid

shape and motion estimation using the residuals from a
least-squares motion estimation. When optical flow is used
as the cue for motion estimation, as in Section 2.3, the
residuals are in part caused by violations of the optical flow
constraints (i.e. specularity), by linearization of the optical
flow constraints, and by measurement noise. In a model-
based framework, residuals are also produced by errors in
the extracted shape and motion of the model. In order for
the residuals to be useful, however, a significant error in
the shape and motion during tracking must be responsible
for the majority of the residual—this is our primary as-
sumption. This assumption is supported by experimental
evidence discussed in Section 3.

The use of a model allows for a model-based compu-
tation using these residuals. For the applications here, the
deformable face model described in Section 2.1 is used.
The optical flow least-squares residualsR are computed
from (10) using (11):

R = Bmq̇m+ I t = Bm(�B+mI t)+ I t =
�
1�BmB+m

�
I t

(12)

The residual is a vector which has dimensionm (the num-
ber of pixels used in the motion computation).

There are a number of approaches to using this residual
information–given the assumption above, the goal of these
approaches will be toreducethis residual. One possible
approach is to extract shape information using the same
formulation for determining motion as described in Sec-
tion 2.3, as in:

Bmq̇m+Bbq̇b+ I t = 0 : (13)

where the construction ofBb is similar toBm, but usesLb
instead ofLm. The system in (13) is decoupled, and is
solved for motion first, and then for shape in terms of the
residualR :

Bbq̇b =�R ) q̇b =�B+b R (14)

This method is closely related to the method described
by Koch [8]. It is a reasonable approach in the context
of image coding, where image fidelity is of much greater
importance than face shape estimation—the face shape is
deformed to account for the tracking errors in motion. This
produces a face shape that results in a higher quality image,
but does not necessarily estimate the actual 3-D face shape
of the subject.

As stated earlier, in the framework presented here, a
clear distinction is made between shape and motion param-
eters, since the true value ofqb is a static quantity. Hence,
it does not make sense to adjust the shape parametersqb
directly from observed velocities, as in [8].

Instead of this, our approach is to find what small
change inq would affect the largest reduction in the mo-
tion residual. This approach uses the fact that the model

JacobianLmp(u;q) depends onbothqb andqm (based on
how the model was constructed), so that second derivative
information is used. Let∆q be the current deviation ofq
from its true value (not including the motion iṅqm)—this
includes both the shape error and the accumulated motion
error. We assume∆q is of sufficiently small magnitude so
that the first-order approximation toLm using its Taylor-
series expansion is sufficiently accurate:

Lmp(ui ;q+∆q)� Lmp(ui ;q)+
∂Lmp(ui ;q)

∂q
∆q (15)

For the case of the face model described in Section 2.1,
whose parameterization consists of mostly affine scaling
deformations, sufficient accuracy is easily attained. Com-
bining this approximation ofLmp with the model-based
optical flow constraint equation (8) results in:

∇I iLmp(ui)q̇m+∇Ii

�
∂Lmp(ui)

∂q
∆q
�

q̇m+ Iti = 0 (16)

where∂Lmp=∂q is part of the model Hessian matrix. It is
used here as a block matrix, written here “curried” with∆q
to keep the notation under control.

When (16) is considered overm pixels from the input
image, this results in the system:

Bmq̇m+(Hq̇m)∆q+ I t = 0 : (17)

where H =

2
6666664

�
∇I1

∂Lmp(u1)

∂q

�>
...�

∇Im
∂Lmp(um)

∂q

�>

3
7777775

(18)

The transpositions performed in the construction ofH
allow it now to be curried witḣqm. This manipulation al-
lows for the solution of∆q, which is found using another
least squares process:

(Hq̇m)∆q =�R ) ∆q =�(Hq̇m)
+R (19)

This least squares solution determines the best set of
small changes inqb andqm that minimize the optical flow
residual (12), given the linearization ofLmp in (15). There-
fore, we update both the shapeqb and the motionqm, un-
like previous approaches, in order to capture the non-rigid
shape and motion using motion analysis.



2.5 Implementation
Updatingq using the solution for the shape and motion

estimation in (19) can be accomplished by simply replac-
ing q by q+∆q in the next iteration (this update is in ad-
dition to the numerical integration of the dynamic motion
equations). To improve robustness, however, such a solu-
tion requires further processing.

The processing of∆q verifies there has been a sig-
nificant decrease in the residual given the change inq.
This is necessary due to the linear approximation in (15),
and that the visible portion of the projected modelxp can
change withq. Once∆q has been computed using (19),
the model-based motion analysis in (10) is re-solved using
qnew= q+∆q, producing an updated residualR new. If the
addition of∆q causes the residual magnitude ofR new to
be larger thanR , the results of the shape and motion re-
finement are discarded. Otherwise, the changes specified
by ∆q can be used directly.

Efficiency gains are accomplished by omitting param-
eters in the construction ofH from (18) which cannot be
affected based onqm. For example, if there is no motion
extracted in the eyebrow region of the face, then there is no
reason to include eyebrow shape parameters inH. At any
point in time, typically about half of the shape parameters
of the face model can be omitted from the computations.

The process of determining∆q can also be iterated,
solving (10) and (19) repeatedly to obtain a greater im-
provement. For the applications here, the linear approx-
imation in (15) is relatively accurate for the face model
described in Section 2.1, due to the fact that most of the
model parameterization is linear scaling. As a result, only
the single iteration is performed.

The least squares solution to (19) is solved using a
singular-value decomposition. This avoids any problems
associated with the lowering of rank due to the aperture
problem or a lack of motion, as well as the problems asso-
ciated with a non-orthogonal set of parameters.

3 Experiments and discussion
We now present two experiments to demonstrate the im-

proved shape estimation ability of our new model-based
shape and motion estimation technique. The entire process
of shape and motion estimation is automatic, except for the
initialization, which involves the manual specification of a
few landmark features in the first frame of the sequence.
The model is then initially fit using edge information [3].
The problem of automatically locating the face and its var-
ious features has been addressed elsewhere [18, 19]. No
markers or make-up are used on the subject.

Both experiments use the same subject in the image
sequences. The extracted shape results can be compared
against a Cyberware range scan of the subject, shown in
Figure 5 (where the extracted face is manually scaled by a
small amount to eliminate the depth ambiguity). This anal-
ysis is used for the shape parameters inqb. Unfortunately,
a similar analysis for the motion parameters inqm cannot

be performed, since ground truth is not available. However,
by visually inspecting the alignment of the model with the
image, a rough verification can be performed.

(a) (b)

Figure 5: Range scan of subject (a) shaded and (b) textured

For each of the tracking examples, several frames from
the original image sequence are displayed (480�480 Indy-
Cam grayscale). Below each, the same sequence is shown
with the estimated face superimposed. Additional close-
ups are provided to show the difference between using our
new shape and motion estimation technique, and the opti-
cal flow framework from [3]. Finally, a graph is displayed
that indicates the RMS deviation of the model from the
range scan over the course of the image sequence (for both
techniques).

Processing each frame takes approximately 10 seconds
(on a 200 MHz SGI Indigo 2), where the least-squares
shape and motion estimation takes about 6 seconds, and
the least-squares optical flow solution takes about 1 second
(but has to be performed twice to check∆q). The compu-
tation used 200 pixels from each image.

Figure 6 shows four frames from the first experiment. In
this sequence, the subject makes a series of non-rigid face
motions: opening the mouth in (b), smiling in (c), and rais-
ing the eyebrows in (d). In each case, the motion param-
eter values change appropriately, and at the correct times
(and compare closely with those extracted without the non-
rigid shape and motion computation, as there was very lit-
tle motion error). A close-up of Figure 6(c) is shown in
Figure 7(a), showing a fitted smile expression (including
changes to smile expression-shape parameters, causing the
smile to turn upward at its corners). Figure 7(b) shows the
same frame fitted using the framework in [3], showing a
smile expression that does not have well-fitting expression-
shape parameters. The RMS error graph in Figure 8 clearly
shows the advantages of using our new technique. Besides
having a lower RMS error at the final frame, this lower
level was reached relatively quickly.

Figure 9 shows five frames from the second experi-
ment. The subject moves his head around in different di-
rections, producing a smile in (b) and (c), before finally
turning his head to the side (e). The face model captures
this motion well, even in the presence of the significant
self-occlusion in (e). A close-up of Figure 9(b) is shown



in Figure 10(a), showing another well-fitted smile expres-
sion. Again, the framework without the non-rigid shape
and motion computation is not able to correct the error in
the smile expression-shape parameters in (b). Figure 10(c)
is a close-up of Figure 9(e). The shape of the face is im-
proved over the estimated face shape in (d), which uses
only edge information to extract the shape. The difference
is most pronounced in the nose profile, the position in the
right eyebrow, and the slope of the forehead. The RMS
error graph in Figure 11 again shows the beneficial result
of our technique. Most of the face shape that is extracted
from the sequence is extracted before frame (c). The de-
crease in RMS error for the estimation process using the
framework in [3] between frames (d) and (e) corresponds
to when the subject turned his head to the side by a large
amount, where the profile view contained good edge infor-
mation to fit the face shape. The framework using the new
technique, however, did not have to “wait” for the subject
to turn his head substantially to get a good shape estimate.

Judging by the good performance of our method, it
seems that the model-based least squares non-rigid shape
and motion method is relatively insensitive to optical flow
constraint equation errors (such as violations of the bright-
ness constancy assumption [15], or the truncation of higher
order image-derivative terms [13]). This was also observed
for the model-based least-squares optical flow solution in
[3].

The derivation in Section 2.4 assumes that shape error
is the leading contributor to the residuals from the motion
computation. In order to estimate what portion of the resid-
uals are caused by shape error, both experiments were run
again; this time, the initial model shape was taken from
the range scan of the subject (so that shape error is elimi-
nated). The residuals that resulted from these experiments
had a fairly small magnitude, which averaged around 0.035
(pixel intensity units—for pixels in the range[0;1]). This
value stayed fairly constant throughout both experiments.

In the actual experiments, the residual magnitudes
started fairly high (around 0.18 for the first experiment, and
0.24 for the second), and ended up around 0.050 (for both
experiments) by the end of motion sequence. This enforces
the validity of our assumption that shape error is responsi-
ble for the bulk of the residual.

4 Conclusions
In this paper, we presented a novel deformable model

technique which uses residuals from a model-based optical
flow solution to refine the shape and motion of the model.
The experiments show how this technique is an improve-
ment over edge-based techniques for shape and motion es-
timation.

Besides having greater accuracy than a framework us-
ing only optical flow and edges, our framework extracts
the shape of the face without needing data from extreme
head poses (such as a profile view). Instead, much smaller
motions are needed to extract much of the shape informa-

(a) (b) (c) (d)

Figure 6: Tracking and shape estimation experiment 1

(a) (b)

Figure 7: Experiment 1 results (a) with and (b) without
shape from motion (close-ups)

RMS error
(cm)

0.0

1.0

2.0

frames
a b c d

Figure 8: Experiment 1 shape estimation results (solid line:
with new technique; dotted line: without)

tion.
The least squares non-rigid shape and motion compu-

tation seems to be robust to optical flow constraint equa-
tion violations or approximations (such as small lighting
changes or higher order image derivative terms).

This method was presented in the context of face shape
and motion estimation, although it could be applied to
other model-based domains. This work should provide
some encouragement to researchers working on automatic
motion-based model construction, since the benefits of this
method are only possible within a model-based framework.



(a) (b) (c) (d) (e)

Figure 9: Tracking and shape estimation experiment 2

(a) (b)

(c) (d)

Figure 10: Experiment 2 results (a),(c) with and (b),(d)
without new technique (close-ups)
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Figure 11: Experiment 2 shape estimation results (solid
line: with new technique; dotted line: without)
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